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Abstract— We revise, improve and extend the system previ-
ously introduced by us and named SSM-VPR (Semantic and
Spatial Matching Visual Place Recognition), largely boosting
its performance above the current state of the art. The system
encodes images of places by employing the activations of differ-
ent layers of a pre-trained, off-the-shelf, VGG16 Convolutional
Neural Network (CNN) architecture. It consists of two stages:
given a query image of a place, (1) a list of candidates is
selected from a database of places and (2) the candidates are
geometrically compared with the query. The comparison is
made by matching CNN features and, equally important, their
spatial locations, selecting the best candidate as the recognized
place. The performance of the system is maximized by finding
optimal image resolutions during the second stage and by
exploiting temporal correlation between consecutive frames in
the employed datasets.

Index Terms— Visual Place Recognition, Convolutional Neu-
ral Networks, SLAM, Loop Closure, Life-long Navigation

I. INTRODUCTION

In recent years, research in the field of life-long navigation
and localization of mobile robots has been considerably
active [1, 2, 3]. Navigation systems used by mobile robots are
typically based on Simultaneous Localization And Mapping
(SLAM) approaches [4, 3]. In long-term SLAM implemen-
tations, the important task of detecting previously visited
places is known as loop closure and is applied in the
correction of map errors that accumulate over time [5]. In
particular, systems whose main sensors are cameras typically
solve loop closure by Visual Place Recognition (VPR) [6,
7, 8, 6, 9, 10], a fundamental and still open problem in
computer vision.

In uncontrolled outdoor environments and especially over
long periods of time, recognizing a place visually can be
challenging. This is because the visual appearance of images
of the same place but taken at different times can differ
significantly from each other. The differences may be caused
by factors such as variations in viewpoint and illumination,
day-night cycles, seasons of the year or the presence of
dynamic objects and occlusions to name the most relevant.

The latest trend in VPR research is inspired by the great
success of Convolutional Neural Networks (CNN) in several
computer vision tasks. Thus, a significant number of authors
have employed the activations of some CNN layers to create
image representations suitable to tackle the VPR problem [7,
9, 11, 12, 13, 14, 15, 16, 17, 18]. Common approaches
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discard the fully connected layers of CNNs and use the
output of their middle and latest convolutional layers to
encode rich semantic information, which may be robust to
several image changes. In this work, we develop on those
approaches but focus not only on the semantics, but also on
the spatial relationships between CNN features.

The main contribution of this work is to revise, extend
and improve the performance of the two-stage pipeline
introduced by us in [19] and known as SSM-VPR (Semantic
and Spatial Matching Visual Place Recognition). By having
a closer look at some hyper-parameters, we learned that
the image size employed in the second stage was sub-
optimal (too small), therefore correcting for it. In addition,
the system has been extended by exploiting the temporal
correlation existing between frames in the used datasets. As
a result of these changes, the improved method experiences
a remarkable boost in recognition precision. By comparing it
with the most recent state of the art [20, 9], we demonstrate
that our CNN-based geometrical matching scheme is highly
robust and can be used to expand existing place recognition
systems and largely improve their performance.

The remaining of this paper is structured as follows. In
Section II we review relevant literature. Our methodology is
described in Section III, whereas Section IV is devoted to
present, compare and discuss experimental results. Finally,
Section V is left to conclusions and future work.

II. RELATED WORK

The most common approaches found in the literature to
solve VPR are probably those based on Bag of (visual)
Words (BoW)-like models [6], where images are encoded
using handcrafted robust features such as SIFT, SURF, ORB,
etc. [21]. In recent years, however, CNN-based features have
shown their superiority in many computer vision tasks [22],
including VPR. The works in [11, 12] are some of the first
examples utilizing CNNs for the VPR problem. The authors
looked at different depths of pre-trained convolutional net-
works and observed that later layers held more semantic
information and therefore were more robust to important
changes such as large viewpoint variance. Their findings
paved the way for future research where several authors
have demonstrated improved performance when using CNN
features as compared with handcrafted ones [7, 14, 16, 17].
A common characteristic of these works is that they utilized
features extracted from pre-trained networks, whose training
datasets were not necessarily related to the VPR problem.

In contrast, some authors have trained their networks
specifically for VPR. For instance, [15] created a large



Algorithm 1 Image filtering stage

1: Get query image vectors {qi} (16×R100) from conv5_2
2: cand_hist←Initialize histogram of candidate images
3: for i = 1 to 16 do
4: Find best (nearest) N matches of qi in IFDB
5: Update the corresponding N bins in cand_hist
6: end for
7: Candidate list ←Select N highest bins from cand_hist

dataset of places and trained a network that interpreted
VPR as a classification problem, achieving an average 10%
increase in performance over other approaches. Highly in-
fluential in VPR is the work of Arandjelović et al. [9]. They
designed NetVLAD, a CNN architecture that incorporated a
VLAD layer and could be trained in an end-to-end fashion
for the place recognition task. Their results on some very
challenging datasets were remarkable, significantly outper-
forming published results based on pre-trained CNNs. This
has recently been confirmed in [20].

In line with our two-stage proposed methodology, some
authors have in fact considered geometric post-verification
of shortlisted locations [23, 24, 25], resulting in a significant
boost in recognition performance; these authors focused
however on handcrafted features. On the other hand, some
recent work has concentrated on using CNNs for geometric
matching of images [26]. In [27], the authors developed a
multistep methodology to find the pose of a query photograph
given a large indoor 3D map. They used the output of
NetVLAD for fast initial retrieval of images and several
layers of the VGG16 architecture to geometrically match
them against a query. The overall structure of our pipeline
resembles that of [27], although we focus on outdoors, long-
term VPR and devise our own fast initial retrieval and
geometrical matching schemes.

III. METHODOLOGY

The general methodology of the SMM-VPR system was
introduced in [19]. It is based on the VGG16 CNN architec-
ture, pre-trained on the Places365 dataset [28]. Source code
is available at our group’s website 1.

We divide the place recognition task into two stages. In a
first image filtering stage, and given a query image of a place,
the goal is to efficiently retrieve a number of candidates from
a database of reference places. In a second spatial matching
stage, the candidates are compared one by one with the
query image through an exhaustive geometric consistency
check. The best matching candidate is then selected as the
recognized place. Figure 1 illustrates the encoding scheme
for the two stages, from the original images in pixels to their
robust, compact representations based on CNN activations.

A. Image filtering stage

Based on layer conv 5-2 and summarized in Algorithm 1,
this stage employs an image size of 224×224 pixels (3 color
channels), with reference and query images processed in the
same fashion. As illustrated in Figure 1, images are passed

1http://imr.ciirc.cvut.cz/Software/Ssm-vpr

Fig. 1: Image encoding scheme into feature vectors for the image
filtering and spatial matching stages.

through the network and cubes (3D tensors) of dimensions
7× 7×512 formed from the activations of the layer. Several
cubes are defined by sliding along the layer’s horizontal (W)
and vertical (H) directions, using a stride size of s = 2
activations. This produces a total of 16 cubes per image.
For any selected cube, we look at each activation’s location
and normalize along the direction of the feature maps (D).
The resulting normalized vectors are then concatenated into
a single one, whose number of components becomes 7×7×
512 = 25088. After applying Principal Component Analysis
(PCA), each of the 16 vectors is reduced to 100 dimensions.
For reference images, we store them in an image filtering
database (IFDB). For query images, they are compared one
by one against the IFDB and, based on a nearest neighbor
distance criterion, the first N candidates added to a histogram
of places. The resulting accumulated histogram is then used
to extract a list of N top-ranked candidate images.

B. Spatial matching stage

During the second stage, which employs 448×448 images,
each of the N candidates is geometrically compared with
the query image. The comparison is carried out by using the
activations of layer conv 4-2 and the spatial locations of the
features created from them.

As can be appreciated in Figure 1 and in order to encode
images during this stage, we use cubes of size 3×3×512=
4608 activations, normalizing and concatenating in a similar
fashion as in the first stage. As for PCA compression, we ex-
perimentally determined the optimal number of dimensions
to be d = 100 (Section IV-D.2). After PCA and applying
a stride of s=2, each image is represented by an array of
27×27=729 vectors in R100. For reference images, we store

http://imr.ciirc.cvut.cz/Software/Ssm-vpr


Algorithm 2 Spatial matching stage
1: candidates← Get candidate list from Algorithm 1
2: {qi,j} ← Get spatially-aware vectors from query image
3: cand_hist← Initialize histogram of candidate images

for each: candidate in candidates
4: {ci,j} ← Get spatially-aware candidate vectors from SMDB
5: for all i, j ∈ {0 . . . 26} do
6: Find best match of ci,j in query image: qk,l

7: Set (i, j) and (k, l) as anchor points
8: for n = −j to (−j + 26) do (scan current row)
9: if qk,l+n is best match for ci,j+n then

10: Increase candidate bin in cand_hist
11: end if
12: end for
13: Proceed similarly to steps 8-12 to scan current column
14: end for
15: Select from cand_hist the candidate with the highest bin

these arrays and the spatial arrangement of their containing
vectors in a spatial matching database (SMDB).

During recognition, we proceed as summarized in Algo-
rithm 2. The reader is referred to [19] for a full description.
In short, for each candidate returned by Algorithm 1, we
retrieve the corresponding spatially-aware vectors from the
SMDB database. Next, we individually compare each of
these vectors with all the vectors in the query image, finding
their matching pairs (closest distance) and keeping track of
their locations, which are identified as anchor points. By
looking at the location consistency of matching pairs around
the anchor points in both candidate and query, a score is
accumulated into a histogram of candidates (cand_hist),
whose highest bin is finally selected as the recognized place.

C. Frame correlation

The system presented so far is based on visual attributes
of a single image. However, in a mobile robotics environ-
ment there will almost certainly exist some time correlation
between frames, a fact that has been exploited by some suc-
cessful VPR techniques [29, 30, 31]. We have implemented
this idea in our system by introducing some prior knowledge
into the spatial matching stage, leading to improved perfor-
mance. In particular, when comparing candidate and query
images, candidates that are consistent with the previously
recognized location are favored. We do this by multiplying
the accumulated score for those candidates by a factor fp,
which is estimated experimentally (Section IV-D.3).

IV. EXPERIMENTS

A. State of the art in VPR

Recently, [20] has presented a comprehensive comparison
of 10 VPR systems on three challenging datasets, identifying
NetVLAD [9] as the best performing one. Based on this, we
have selected this architecture as the state-of-the-art baseline
methodology against which to compare our approach.

B. Datasets

The main datasets employed throughout this work are
identical to those in [20]: Berlin Kudamm, Gardens Point
and a subset of Synthesized Nordland. More details can be

Fig. 2: Same place examples of reference (left) and query (right)
images for the main datasets considered in this work. Rows corre-
spond, in descending order, to Gardens Point, Berlin Kudamm and
Synthesized Nordland datasets.

found in that work, whereas examples of the same place
for reference and test traverses are depicted in Figure 2. We
have also created three complementary datasets (see Sec-
tion IV-B.1 below) exclusively for the purposes of analyzing
the influence of dataset size on recognition. They are all
summarized in Table I and freely available for download 2.

Each dataset consists of a pair of image sequences along
the same route. One sequence is used as reference and
the other as query to test and evaluate the performance
of the recognition system. The differences between them
span a wide range of condition changes and viewpoint
variations, making them suitable for the evaluation of the
overall performance of a VPR system.

1) Large datasets: As seen in Table I, the size of the first
three datasets is considerably small. In order to investigate
how dataset size can affect our system, we created three extra
datasets, each of them containing 8,000 images per traverse.
We considered urban (1 dataset) and non-urban environments
(2 datasets). For urban, we used routes through 8 different
major cities around the world and downloaded from Google
Street View a total of 8,000 images. The two traverses were
generated by randomly changing the horizontal angle of
the panoramic view for each image, with reference images
facing towards the left and query images towards the right.
A difference in the camera’s pitch was also introduced
by applying uniformly sampled angles. Since the resulting
images came from different parts of the same panorama,
this dataset, named Cities-8000, only takes into account
differences in viewpoint but not condition changes.

For non-urban, we simply downloaded from [32] the first
8,000 images of the Nordland dataset. We used summer
traverse as reference and then winter and fall as query
sequences. Sets were named Nord-8000-SW and Nord-8000-
SF, respectively. Results of our experiments on these datasets
are described in Section IV-E.3.

2http://imr.ciirc.cvut.cz/Datasets/Ssm-vpr
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TABLE I: Summary of the datasets used throughout this work.

Dataset Reference images Query images
Gardens Point 200 (night-right) 200 (day-left)

Berlin Kudamm 201 (bus top deck) 221 (bicycle)

Synthesized Nordland 172 (summer) 172 (winter)

Cities-8000 8000 (left oriented) 8000 (right oriented)

Nord-8000-SW 8000 (summer) 8000 (winter)

Nord-8000-SF 8000 (summer) 8000 (fall)

TABLE II: Parameters used throughout this work and tuned for
(near) real time recognition.

Parameter Value Description
N 50 Size of image filtering candidate list
d 100 Dimensionality of descriptors after PCA
tol ±2 Kudamm and Gardens Pt. frame tolerance
tol ±1 Rest of datasets
fp 1.1 Previous-frame correlation factor

Image size 224× 224 Size in pixels for image filtering stage
Image size 448× 448 Size in pixels for spatial matching stage

C. Ground truth

Given a query image and its assigned ground truth in the
reference sequence, we define frame tolerance as the range
of frames departing from the ground truth within which the
output of the recognition system is still considered a true
positive. We used a ground truth tolerance of ±2 frames for
the Gardens Point and Kudamm datasets and of ±1 frames
for the rest, including the three large datasets.

D. Parameter optimization

In this section, we focus on the main datasets and inves-
tigate the influence of 3 parameters on recognition perfor-
mance: the image size utilized during the spatial matching
stage, the number of dimensions d used during PCA com-
pression and the influence of the frame correlation factor fp.

1) Image size: We calculated recognition precision at
100% recall as a function of image size during the spatial
matching stage. All images were scaled to square dimen-
sions. Results in Figure 3 (a) show that depending on the
dataset, maximum precision is reached at different sizes. A
common characteristic in all datasets is that below 280×280
pixels, images seem to be too small for the place recognition
task, as evidenced by a significant drop in performance for
such sizes. We note that in our previous work, the image size
of choice was 224×224 pixels and therefore sub-optimal. The
average precision among the three datasets is also displayed
in the figure (orange line) and suggests that 448×448 may be
a good choice, as it maximizes precision for the challenging
Kudamm dataset without excessively penalizing the other two
(in fact, it only penalizes Gardens Point and by a mere 5%
precision as compared with its maximum).

Average recognition time per image is also depicted in
Figure 3 (a) for each size and referred to a standard CPU
configuration (see Section IV-F). The chosen size of 448×448
pixels allows for recognition times of around 1.5 seconds.
With more powerful hardware and some code optimization,
real time recognition can be easily achieved.

(a) (b)

Fig. 3: (a) Precision of SSMRT at 100% recall as a function of
the image size in the spatial matching stage. Recognition times per
image averaged over the three datasets are also shown (in blue).
(b) Effect of the number of PCA dimensions during the spatial
matching stage on the recognition performance of SSMRT .

(a) (b)
Fig. 4: (a) Precision of SSMRT as a function of the previous-frame
correlation factor, fp. (b) Comparison of recognition performance
of the two-stage system as a function of the number of candidates N
when employing NetVLAD (NetVLAD-SSMRT ) and our original
approach (SSMRT ) in the image filtering stage.

2) Dimensionality reduction: We have estimated the op-
timal number of dimensions to be used during the spatial
matching stage (for the image filtering stage, it was deter-
mined in [19] to be 100 dimensions). Results are shown in
Figure 3 (b), where recognition precision at 100% recall is
plotted against the number of PCA dimensions. PCA models
were trained from each reference sequence by randomly
sampling up to 20,000 CNN features. The figure confirms
that d=100 is a good choice of dimensionality on all datasets
and therefore this is the value used throughout this work.

3) Frame correlation: The frame correlation factor fp that
leads to optimal recognition performance has been estimated
experimentally. The results of the analysis are depicted
in Figure 4 (a), showing that on average (and favoring the
Kudamm dataset), the most significant gain in performance
occurs for fp = 1.1.

E. Recognition results

In this section, we present and discuss our recognition
results, comparing them with the state of the art. We also



Fig. 5: Precision-recall curves for the image filtering stage as a stand-alone recognition system (SSM0), NetVLAD and three variants of
the full system. Inset bar plots show AUC values.

consider NetVLAD as an alternative image filtering stage and
look at the effect of dataset size on recognition, employing
the large datasets described in Section IV-B.1.

1) Main datasets results: Performance on the main
datasets was assessed by evaluating precision-recall (PR)
curves. Five different methods were compared:

• NetVLAD: this is the approach presented in [9]
and also the baseline. We used the freely available
Python/Tensorflow implementation found in [33].

• SSM0: recognition system based on the selection of the
best candidate from the image filtering stage, without
any spatial matching taking place.

• SSMRT : two-stage system as explained in Sections III-
A and III-B. The set of parameters are those in Table II,
which allow for recognition in (near) real time (RT).

• SSMRT +fp: same as above and boosted with knowl-
edge about the previous recognition event (Section III-
C).

• SSM+fp: same as above but with no recognition time
restriction imposed. In this version, all reference images
are fed into the spatial matching stage (i.e. no image
filtering is performed).

PR-curves are shown in Figure 5, which also provides
the Area Under the Curve (AUC) as inset bar plots. As
can be seen, any of the two-stage versions of our system
outperforms the state of the art in all datasets, making clear
the advantage of using spatial information of robust CNN-
features in the visual place recognition task. In the following,
we discuss results for each dataset separately.

a) Gardens Point: A first look at Figure 5 for this
dataset reveals that the performance of NetVLAD is slightly
worse than that of SSM0. The former was trained in an end-
to-end manner on the Pittsburgh 30K dataset [10], which
contains daytime outdoor images only. Since the reference
sequence in the Gardens Point dataset consists of a mixture
of images taken at night, both outdoors and indoors, we
presume that NetVLAD features are not particularly advan-
tageous on this dataset. This behavior, which has also been
noted elsewhere [34], highlights the importance of choosing
training datasets that are representative of the query images.

Even more interesting is the remarkable gain in recogni-
tion performance when the spatial matching stage is intro-

duced in our system, with precision at 100% recall escalating
from 64% (SSM0) to 80% (SSMRT ). Introducing frame cor-
relation provides a further increase to around 83% precision
and a clearly visible improvement in the PR curve, whereas
feeding all candidates into the spatial matching stage does not
result in any significant performance gain on this dataset; this
can be interpreted as the image filtering stage being highly
successful at selecting the right candidates from the entire
set of reference images.

b) Berlin Kudamm: For this remarkably challenging
urban dataset, NetVLAD achieves around 50% precision
at 100% recall and AUC = 0.774. As shown in [20], these
figures are significantly better than for the rest of methods
considered in that work. This gives a good indication of the
power of the NetVLAD architecture when the training set is
representative of the testing set (e.g. also daytime and urban).

Regarding our system, the introduction of the spatial
matching stage results in a dramatic recognition improve-
ment with respect to SSM0, with precision at 100% re-
call surpassing NetVLAD by 40%. Precision itself reaches
around 70% and with the introduction of frame correlation
it further improves to 83%. If all reference images are fed
into the spatial matching stage, we obtain a truly remarkable
precision of 91% and an AUC close 0.95. This final increase
suggests that the image filtering stage could be improved to
some extend. Recognition results on this dataset represent a
milestone of our work, showing unprecedented performance
in the task of visual place recognition under very strong
viewpoint variations as well as changes due to dynamic
objects and vegetation.

c) Nordland: On this dataset, the performance of
NetVLAD is significantly lower than SSM0. In line with the
observations made for Gardens Point, the Nordland dataset
is strictly non-urban, with the test sequence characterized
by snow-covered scenes. Again, we believe that the features
learned by NetVLAD on the Pittsburgh dataset may not be
optimal for this type of environment.

Incorporating the spatial matching stage in our system
brings about virtually perfect recognition performance for
SSMRT , SSMRT +fp and SSM+fp. The unmatched precision
reveals the robustness of our approach under very strong
variation in conditions due to different seasons of the year.



To summarize the results in this section, we have shown
that using our pipeline, and mostly due to the addition of
the spatial matching stage, a substantial improvement in
recognition performance can be achieved as compared with
the state of the art.

2) Image filtering with NetVLAD: We have investigated
the image filtering capabilities of NetVLAD as compared
with our original filtering method. Figure 4 (b) shows recog-
nition precision of the two-stage system when using both
approaches in the first stage and for several candidate list
sizes. As can be seen, the differences between the two
only become apparent for small N and not in all datasets.
We observed similar performance of both systems on the
Gardens Point dataset, with NetVLAD outperforming our
approach on Kudamm but not on Nordland, where SSM was
superior. Notice, however, that as N gets closer to the total
number of images in the dataset, the image filtering stage
begins to lose its relevance and the performance becomes
more associated to the spatial matching stage. Since the latter
is the same in both approaches, the performance tends to
similar values. For the number of candidates utilized in the
real time version (N = 50), we did not observe significant
differences between the two systems, although our approach
was considerably faster.

3) Dataset size: The behavior of our two-stage pipeline
on large datasets was investigated by calculating recognition
performance as a function of the number of images in the
sets presented in Section IV-B.1. We considered SSMRT+fp,
NetVLAD-SSMRT + fp (NetVLAD as image filtering) and
NetVLAD as stand-alone recognition system.

Results are depicted in Figure 6. The first conclusion
drawn from the figure is that on these larger datasets, intro-
ducing the spatial matching stage also provides significantly
better precision than the stand-alone NetVLAD. For the
Cities-8000 dataset, using NetVLAD as image filtering is
clearly superior to our original filtering methodology, a result
that supports its robustness to strong viewpoint variations.
For the Nord-8000-SW dataset, however, this behavior is
reversed and our original system performs better. This is
likely to be due to the inability of NetVLAD to robustly
encode features on images where abundant snow is present.
The excellent results obtained for both systems on the Nord-
8000-SF dataset corroborate this, as the traverse recorded
during autumn has a total lack of snow. Note that our original
system on this dataset performs as good as the NetVLAD
version but it has the advantage of being around 70% faster.

Results in Figure 6 suggest that for small to medium-sized
datasets, a system entirely based on pre-trained, off-the-shelf
CNN features can provide excellent recognition results. On
the other hand, when the number of places is considerably
larger than the list of candidates, a system that combines
a more powerful image filtering approach with our spatial
matching scheme can benefit from large improvements in
recognition performance.

Fig. 6: Recognition performance as a function of dataset size for
NetVLAD, SSMRT +fp and NetVLAD-SSMRT +fp (SSMRT +fp
with NetVLAD as an image filtering stage.

F. Runtime and memory considerations

Average recognition times per image were presented in
Figure 3 (a) for the real time system (SSMRT ) on an Intel(R)
Core(TM) i7-7700 CPU @ 3.60GHz and a Python 3.6 /
Ubuntu 18.04 platform. Regarding the image filtering and
spatial matching databases, each image takes approximately
7 kB and 300 kB of disk space, respectively.

V. CONCLUSIONS AND FUTURE WORK

In this work, we have shown that the challenging task of
visual place recognition can greatly benefit from a geometric
image verification scheme based on pre-trained CNN fea-
tures. When such scheme is added to an initial image retrieval
stage, the resulting two-stage system can significantly outper-
form the current the state of the art. In order to optimize the
gain, however, a minimum image resolution in the geometric
stage may be necessary. We have also confirmed that time
correlation between consecutive frames in a sequence can be
exploited to further improve recognition.

During the retrieval or image filtering stage, the obtained
results indicate that for small to medium datasets our initial
approach based on pre-trained CNN features performs fairly
well, with the advantage of not requiring any additional
training. However, as the datasets grow in size, and spe-
cially under conditions of large viewpoint changes, it may
be necessary to consider other approaches such as end-to-
end trainable architectures. The performance of the latter
may nonetheless depend on whether a representative set of
training samples is used. Otherwise, recognition precision
can be significantly lower than in pre-trained systems.

In the future, we are planning to refine our frame cor-
relation strategy so that it takes into account more past
recognition events. We would also like to explore more
recent CNN architectures and test them on larger number
of datasets.
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